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A short digression

Database tuning has traditionally been about

business Service levels

— Response time
— Throughput

Targeting tuning at critical transactions is best
practice

But, today tuning has a wider focus:

— Cost (Hardware, electricity)
— Environmental impact (Green IT)

— Consolidation and virtualization allow saved resources to be
recycled

— It's increasingly economically and environmentally untenable to
waste computing resources on un-tuned databases
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Hint 1. Adopt a methodical and empirical
approach

Methodical:

— Have a plan
— Focus on root causes, not symptoms

— When necessarily, Hypothesis and experiment, not trial and
error

Empirical

— Measure performance

— Compare before and after

— Whatis your control group?

— Beware of “old DBA tales” and “silver bullets”
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Tuning methodologies

YAPP

* Yet Another Performance Profiling Methodology
e Focus on area of greatest time consumption
« Use the Oracle Walit Interface

System-R
 Similar, but focus on business transaction context
e Use Oracle SQL trace

Tuning by layers
« As above, but prioritize higher layers of the stack (which
have flow on effects into lower layers)
 Distinguish between symptoms and causes
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Tu n I n g by Iaye rs Application Layer:
Application code issues SQL (and PL/SQL)
requests to database

Problems in one database layer can be

caused or cured by configuration in the P 3
higher layer. Therefore: J g
. . . @]
Reduce application demand to its E iniiase GodiEayen %
|Og|ca| minimum by tuning SQL and Oracle software parses & optimizes SQL, o
.. N manages locks, security, concurrency, etc Y,
PL/SQL, and optimizing physical §
) o : 2
design (partitioning, indexing, etc). ; 5 2
Maximize concurrency by £ g g
C e . 5 a @
minimizing contention for locks, 5 g 2
" [
latches, buffers, etc. - 5
Minimize amount of physical 10 by A b e §
OptImIZIng Oracle memory. Other shared memory caches ﬁl
A PGA (sorting and hash memory) e
Reduce 10 latency by providing o
=

adequate 10 bandwidth and evenly
distributing the resulting load.

sisanbay 0|
Data

Disk layer:

Read/write table/index data
Read/write temporary work areas
Redo and other log 10




Hint 2: Application design and implementation

The application design creates a hard limit on the
amount of performance you can achieve:

Database design
e Sub-types and super-types
« Datatypes, especially LOB strategy
* De-normalization
« Partitioning
 NULL values
» Data warehousing considerations
« Star/Snowflake
e Materialized views

Hours of design effort at this stage, saves weeks of
tuning effort later
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Application Design and implementation

Follow best practices:
* Bind variables and cursor handling

* Consider CURSOR_SHARING and
SESSION_CACHED CURSORS to mitigate poor cursor
handling

* Locking model
» Use optimistic locking where appropriate
* Minimize lock duration always
* Array processing
« Consider stored procedures where network interactions are critical.
e Caching
* (The least expensive SQL is the one you never sent)
» Consider the 11g client side cache
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Array interface performance
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Print recaipt

Optimizing network traffic === — —
i =1: CQuery "from" account i
P L/S Q L : : Account balance }}
routines most | |
m aSS ive Iy : :‘ Account Balance ﬁ|
O u tp e rfo rm i i Check withdrawal limit i
other languages | o vl “:
Wh e n n etWO rk i i Update "from" Account ..i
round trips are i  Rewnaws |
significant. | | Updetenw A
| Customer Application Database i i commi i
| i | : : Return Status =}
: Reguest funds transfer : : : IF‘ :
" Call stored procedure ! | | : ; |
| | \“| | I Write audit log |
: L Return status ﬂl : : Return status =}
| Print receipt i | | lﬁ :
* i | | | |
I I I | | |
' ! ! ¢ | |
I I I | | |
[ I [ | | |



Hint 3 Index wisely

Indexes exist primarily to improve performance
Be-aware of index “cost” as well as benefit

Creating appropriate concatenated indexes is the
most important factor for most applications

Consider non-standard indexing techniques and

Indexing alternatives:

— Bitmap indexes (but not for OLTP)
— Hash Cluster (for static tables)

— Index compression

— Functional indexes

— Partition elimination
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All indexes are not created equal...

None 459
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£ _ 6
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©
=
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last first, birthyear,id ' 3
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Indexes are not free

Number of indexes
D

o
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Logical reads required
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Bitmap indexes are OK for high cardinality
columns

Elapsed Time (s)

0.01

1 10 100 1000 10000 100000 1000000

Distinct values in table
Bitmapindex —#—B*-Treeindex -—#&—Fulltable scan
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Hint 4 Know your tools

Measurement requires tooling

Key tools free with every version of Oracle:

— DBMS_XPLAN

— Cached SQL statistics

— Wait interface and time model
— SQL Trace and tkprof

Oracle Tuning and Diagnostic packs
Spotlight on Oracle /RAC from Quest Software
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P
DBMS_XPLAN

SQL> EXPLAIN PLAN FOR
2 SELECT department_name, last_name, job_title
3  FROM hr.employees JOIN hr.departments USING (d epartment_id)
4 JOIN hr.jobs USING (job_id)
5 ORDER BY department_name, job_title;

Explained.
SQL> SELECT * FROM TABLE(DBMS_XPLAN.DISPLAY(null,nu Il TYPICAL -BYTES));

PLAN_TABLE_OUTPUT

Plan hash value: 3225241925 1

[Id 2 |Operation 3 | Name 4 | Rows ° |Cost (%CPU) 6| Time 7
| O| SELECT STATEMENT | | 106| 26 (8)]00:00:01 |
| 1| SORT ORDER BY | | 106| 26 (8)]00:00:01 |
| 2| NESTED LOOPS | | 106| 25 (4)]00:00:01 |
| 3| MERGE JOIN | | 107| 24 (5)]00:00:01 |
| 4] TABLE ACCESS BY INDEX ROWID| EMPLOYEES | 107| 20 (0)]00:00:01 |
| 5] INDEX FULL SCAN | EMP_JOB_IX | 107| 12 (0)| 00:00:01 |
[* 6] SORT JOIN | | 19| 4 (25)]00:00:01 |
| 7| TABLE ACCESS FULL | JOBS | 19| 3 (0)] 00:00:01 |

| 8| TABLE ACCESS BY INDEX ROWID | DEPARTMENT S| 1] 1 (0)]00:00:01 |
[* 9] INDEX UNIQUE SCAN | DEPT_ID_PK | 1] 0O (0)]00:00:01 |
Predicate Information (identified by operation id) 8

6 - access("EMPLOYEES"."JOB_ID"="JOBS"."JOB_ID")
filter"EMPLOYEES"."JOB_ID"="JOBS"."JOB_ID")
9 - access("EMPLOYEES"."DEPARTMENT_ID"="DEPARTMENTS" ."DEPARTMENT_ID") QUEST
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Cached SQL information

V$SQL_PLAN

v$sQL

sQL_ID
CHILD_NUMBER

FK1
FK1

sQL_ID
CHILD_NUMBER
ID

sQL_TEXT
RUNTIME_MEM

SORTS

FETCHES

EXECUTIONS
FIRST_LOAD_TIME
PARSE_CALLS
DISK_READS
BUFFER_GETS
APPLICATION_WAIT_TIME
CONCURRENCY_WAIT_TIME
CLUSTER_WAIT_TIME
USER_IO_WAIT_TIME
PLSQL_EXEC_TIME
JAVA_EXEC_TIME
ROWS_PROCESSED
OPTIMIZER_COST
PARSING_SCHEMA_NAME
PLAN_HASH_VALUE
OUTLINE_CATEGORY
CPU_TIME
ELAPSED_TIME
SQL_PROFILE
OPTIMIZER_COST

PLAN_HASH_VALUE
TIMESTAMP
OPERATION
OPTIONS
OBJECT_OWNER
OBJECT_NAME
OBJECT_TYPE
PARENT_ID

DEPTH

POSITION

COST

CARDINALITY

BYTES

OTHER_TAG
PARTITION_START
PARTITION_STOP
PARTITION_ID
OTHER

CPU_COST

I0_COST
TEMP_SPACE
ACCESS_PREDICATES
FILTER_PREDICATES
PROJECTION

TIME

QBLOCK_NAME
OTHER_XML

V$SQL_PLAN_STATISTICS

FK1 | sQL_ID
FK1 | CHILD_NUMBER
FK1 | OPERATION_ID

PLAN_HASH_VALUE
EXECUTIONS

STARTS
LAST_OUTPUT_ROWS
OUTPUT_ROWS
LAST_CR_BUFFER_GETS
CR_BUFFER_GETS
LAST_CU_BUFFER_GETS
CU_BUFFER_GETS
LAST_DISK_READS
DISK_READS
LAST_DISK_WRITES
DISK_WRITES
LAST_ELAPSED_TIME
ELAPSED_TIME
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XA
SQL Trace

Enable trace with:

— Alter Session
— DBMS_MONITOR
— LOGIN trigger

Analyse with tkprof

Advantages of tracing:

— Per step statistics

— Complete session context

— Bind variable insight (but not with tkprof)
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- ~xPa
Tkprof output

SELECT * FROM g_orders 1
JOIN g_line_items USING (order_id)
JOIN g_customers USING (customer_id) WHERE
g_line_items.book_id=:book_id

call count 2 cpud  elapsed 4 disk ° query 6 current 7 rows 8
Parse 2 1d 0.00 0.00 0 0 0 0

Execute P 2¢ 0.00 0.00 0 0 0 0

Fetch ¢ 18I 0.87 39.35 18093 18822 0 255 i
total 21 087 39.35 18093 K 18822f 09 255h
Misses in library cache during parse: 1 n

Optimizer mode: ALL_ROWS
Parsing user id: 88 (TRANSIM)

Rows Row Source Operation °
255 NESTED LOOPS (cr=18822 pr=18093 pw=18093 time=39285904 us)
255 NESTED LOOPS (cr=18567 pr=17892 pw=17892 time=35072868 us cost=5607 ...)
255 NESTED LOOPS (cr=18294 pr=17814 pw=17814 time=33429490 us cost=5351 ...)
255 TABLE ACCESS FULL G_LINE_ITEMS (cr=17511 pr=17490 pw=17490 ...)
255 TABLE ACCESS BY INDEX ROWID G_ORDERS (cr=783 pr=324 pw=324 time=0 ...)
255 INDEX UNIQUE SCAN G_ORDERS_PK (cr=528 pr=83 pw=83 time=0 us ...)
255 INDEX UNIQUE SCAN G_CUSTOMERS_PK (cr=273 pr=78 pw=78 time=0 us cost=0 ...)
255 TABLE ACCESS BY INDEX ROWID G_CUSTOMERS (cr=255 pr=201 pw=201 time=0 us ...)
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Walit interface and the time model

E* 0L Editor - SYSTEM@ghnoracl.ghdell{1) File: c:’ sqlitime_modell0grZ.sql - |EI|5|

S0L | Sponl I

Highendtuning .5 g =

A T S

#?{!i
tools offer big BRAK|NEBR - E

m SELECT wait class, HAME, total waits, ;I
retu rns On ROVUHD (sverage walt ms, 2] average walt ms,
. ROVUHD (time secs, 2] time sSecs,
InveStment but ROUHD (time secs * 100 / SUM (time secs) OVER (), 2] pct
] — _
. FROM (SELECT wait class, event HAME, time waited /100 time secs,
baS|C OraCIe total waits, sverage wait * 10 average wait ms
FROM visystem event
I I WHERE wait class <> 'Idle' ANWD time waited > O
INstrumentation i - -
SELECT 'CPRII! 'server CPI! SUM (VALUE / 1000000) time secs, HULL
serves well for N ' -oees T
FROM ~visys time model
mOSt Stages- WHERE =tat name IN ('background cpu time', 'DE CFT'])
ORDER BY time secs DESC: =l
A lot of insight ‘ i ’ —
: Hiw « » n + @- o w|eE 20X |2 E
can be galned by |R-:.w# !W.ﬁ.IT_CL.ﬁ.SS [riaraE [toTaL_warts |avEracE_walT_ms |TIME_SECS [pcT | -
. » CPU server CPU 132.4 49.06
IOOkIng at the || 2 User Ii0 db file sequential read 644 8.6 55.85 Z21.81
. || 3 Swstern I/ contral file sequential read B236 4.6 28.81 10.68
tl m e m Od el || 4 Other A35M background starting g 15921 796 2,95
. . | | S Swstern I/ control file parallel write 460 13.4 6,18 2.29
Com b| ned W|th || 6 User 1j0 db file scattered read 256 22,7 .8 215
| | 7 Other rdbms ipc reply 26 209.5 545 2.0z
it 1 N 8 Other Wwait on sthy instance close 5 977 6 489 1.81
the Walt Inte rface | | 9 Qther control file heartbeat 1 39072 391 145
| | 10 Swstem I/ log file sequential read 41 67.2 276 1.0z
11 Cther latch Free 5 441.3 221 0.8z
12 Mebwark SOL*Met message to client 741641 0 1.76 0.65 ;I

Row 1 of 37 | Read Cnly v




Enterprise Manager

ORACLE Enterprise Manager 11g

Datahase Control

Database Instance: g64a

Help Logout

Database

Logged in As SYS

Home

Server Schema Data Movement Software and Support

Performance { Availability

Baseline Mame SYSTEM_MOVING_WINDOW

[¥] show Baselines

Host: Runnahle Processes

Maxirmur SPLU

| 5ettings |

O1:531PM 0O1:56PM 02:01PM 02:06PM 02:11PM 02:16PM 02:21PM 02:26PM 02:31PM 02:36PM 02:41PM 02:46PM

Average Active Sessions

)

4 Maximurn CPLU

1]

O1:31PM 0O1:S6PM 02:01PM 02:0&PM 02:11PM 02:1&PM 02:21FPM

29th parcantile

=l

T I e A N Y .

View Data[ Real Time: 15 Second Refresh l—-]

Load Average

l Run ADDM Now J l Run ASH Report

02:26PM 02:31PM 02:26PM 02:41PM 02:4EPM

Dther

Cluster
Dueusing
Metwork
Administrative
Configuration
Commit
Application
Concurrency
System I/0
User I/0
Scheduler
CPU

. 21
Top Activi



Spotlight on Oracle
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Hint 5. Optimizing the Optimizer

Database parameters:

— OPTIMIZER_MODE

_ — OPTIMIZER_INDEX_COST_ADJ
— Histograms — OPTIMIZER_INDEX_CACHING
— Extended Statistics — OPTIMIZER_FEATURES_ENABLE

System Statistics:
— DBMS_STATS.gather_system_stats

Object statistics:
— Table/Column statistics
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Execution plan management

Hints

Stored outlines

— Stabilize an existing plan
— You can “hack” the outline to impose a desired plan

SQL Profiles and the SQL tuning advisor

— Profiles are SQL-specific statistics
— Requires a tuning pack license

11g Baselines
— Only replace plans that are proven improvements
— Plans can be evolved manually, or during the maintenance window
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Hint 6: SQL and PLSQL Tuning

Some SQLs get through the optimizer net, and
always will

Find the SQLs using the tools outlined in Hint 4

Tune by tweaking the optimizer, creating indexes,
changing the plan

Things to tune:

— Table Access

— Joins and subqueries
— Sorts and aggregates
— PLSQL

— Parallel SQL

— DML
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Example: Scan vs Index

Avoid accidental table scans:
— Use functional indexes
— Lookout for NULL values
— Use selective concatenated indexes
— Optimize memory and structure for index lookup

Optimize necessary scans
— Make the table smaller
* Re-build
» Split the table
e Out of line LOBs
e Compression
— Encourage caching
— Parallel query
— Fast full index scans
— Partitioning

26



Elasped Time (s)

Table scan vs index lookup

1000

100

10

Full Scan no caching
—#— Index sorted data, no caching
—&— Index unsorted, cached data

—— Full Table scan, cached data

\ g

\ 2
N\

7\

7N\

1

Break even points for index vs table scan

10 20 30 40 50 60 70 80

Pct of table accessed

90

100
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Hint 7: Contention — the proverbial bottleneck

(\
.U/

® : : ® e O PY
D:n?gl!llgitcl)(r)ré)B Contention for limited or Apparent
services serialized resources causes demand at lower

waits and or queuing layers is reduced



Types of contention

Locks

— Mostly application, but occasionally system (ST in legacy
tablespaces)

Latches/mutexes

— Often side effect of excessive application demand

— Lack of bind variables

— But sometimes the final constraint on DB throughput
Buffers

— Buffer cache, redo buffer, etc
— Hot blocks (buffer busy)

— Slow “lazy” writer processes (DBWR, LGWR, RVWR)



Types of contention (continued)

Seguences

Redo/Archive logs
— Contention between the LGWR and the DBWR or ARCH

Shared servers/PQO servers
Global Cache (RAC) contention

— Most significant for “hot block” types of contention (cache
buffer chains latch, gc buffer busy)



Hint 8: Reduce physical 10 by optimizing
memory

- Memory is used to cache
data and to perform
sorting and hashing
(ORDER/GROUP BY,
joins).

< > Oracle 10g can
allocations within
PGA/SGA well enough

11g can manage

—— ——— allocations between the
N~ N~
two




Time (s)

A good buffer cache hit ratio doesn’t help much

A FTS can only generate so much 10

A disk sort can generate many times the 10 required to read the data
from disk

100

90
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IO from Sorting
60 -

pd

50
/ IO from Full Table Scan
40
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0 pd
o pd

r'd

1 2 3 4 8 16 32 50 75 100 125 150 175 200 250 300
PGA Memory available (MB)

ETable/IndexIO ®=CPUTime ®Temp SegmentlO



Problems with automatic memory management

Starvation
— Single shared server sucks memory from buffer cache into large pool

Thrashing
— Memory moves repeatedly between regions — never quite right

Not all pools are auto-sized (KEEP & RECYCLE)
Setting minimum values is therefore a best practice
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Hint 9: Tune IO last, but TUNE it

Only when you’'ve addressed workload, contention
and memory does it make sense to optimize the 10
system:

— Workload is the direct source of the IO demand
— Contention can mask true 10 demand

— Effective memory configuration can reduce the proportion of
workload demand that turns physical

1O tuning is simultaneously the hardest and easiest
part of Oracle tuning:

— Easy, because disk devices are predictable and optimization
principles well known

— Hard, because you usually have to persuade someone to pay for
IOPS rather than the cheaper GBs
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Oracle IO
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Disk Drive latency

Most disk drives can return an 10 in 5-10 ms
— Faster in an array with large caching

Disk latency increases with:

— Throughput (sweet spot at 50-75% of maximum)

— Disk fill (sweet spot at 50% capacity)

Unless disk response time is unimportant, then disks

should be:

— Sparsely populated
— Under only moderate load

Solid State Disk (SSD) have orders of magnitude

lower latencies
— Butin Flash based SSD write latency can be higher
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Response Time (Ms)

Latency vs Throughput
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Striping

Throughput requirements are met by adding disks
and striping data across the disks

— Usually using a disk array
— Can be done with software (ASM)
— If all else fails, by alternating data files.

Not all Oracle 10 is optimized by striping

— Depending on transaction pattern, redo and flashback IO might
benefit more from dedicated devices

— If striped, these files like fine-grained striping

RAID 5 quadruples write overhead

— Evil even for read-only databases (because of disk sorting and
hashing)

— Don't believe vendors who claim that the cache “eliminates” the
overhead
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Hint 10 Exploit and tune RAC

RAC is central to Oracle’s strategic direction for
scalability, fault tolerance and performance

Key to the Oracle/HP “database machine”

Economically compelling way to increase fault
tolerance, achieve scalability and defer hardware
spend

However, RAC requires more effort from the DBA
than single instance Oracle
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In memory (cached) data is
shared across a dedicated, high
speed network connection — the
interconnect

The instances share a common

A RAC cluster consists of a nu disk-subsystem, possibly
instances of Oracle, each with implemented using ASM: RAC is
(SGA) and user sessions a “shared disk” database cluster




| need emp #2?

Here you go...

SELECT * | am the
FROM emp master of
WHERE the emp
emp#=2 table

If the master has the block of data, it sends it to the

reguesting instance....
the block




| need emp #2 Instance #1 needs emp #2

Here you go...

| am the

SELECT* master of I hav? e

FROM emp data Or_
the emp emp #2 in

WHERE
emp#=2 table memory

If the master does not have the data, it knows which
other instance does have the data




| need emp #2

Get it from disk

SELECT *
FROM emp
WHERE
emp#=2

Read block from disk

| am the
master of
the emp
table

If no Instance has the
data, it must be read
from disk




RAC will scale well,
providing that....

a) The time taken to

Load is reasonably well balanced

across the instances in the cluster
(UCH 1eSS Liarll uie

_— timea taken to read

The overhead of maintaining cluster - gisk
consistency does not dominate
overall response time




End of Presentation



